
COMPARISON OF TWO MEANS
We have seen how to use the sample mean and its standard error to give us a range of 
likely values (confidence interval) for the corresponding population mean. 

We’d now like to compare the mean outcomes in two exposure groups. The groups are 
called group 0 and group 1. Group 1 are those exposed and group 0 are those not 
exposed. In clinical trials, group 0 is usually the control group. 

There are thus two group means (x0̄ and x1̄) - these tell us about the effect of exposure on 
the outcome of interest in our population. We are specifically interested in whether the 
exposed group is better (or worse) off than the non exposed group. To do this we need to 
calculate a confidence interval for the range of likely values for the difference between the 
two. Secondly we also need to know if the difference we have observed between the 
sample means is actually as a result of a true exposure effect or has it arising purely by 
chance. To do this, we need to carry out a hypothesis test to give us a P-value.

SAMPLING DISTRIBUTION OF THE DIFFERENCE BETWEEN MEANS
The difference in the sample means (x1̄-x̄0) can be used to provide an estimate of the 
underlying difference (μ1-μ0) of the mean outcomes in the exposed and non exposed 
groups in the population. As shown in the last session, the sample difference will not 
exactly equal the population difference, it is merely an estimate as it is subject to sampling 
variation.

Provided each of the means (x1̄ and x0̄) are normally distributed, the following are true.
a. The sampling distribution of the difference (x1̄-x̄0) is normally distributed
b. The mean of the sampling distribution is the difference between the population 

means (μ1-μ0)
c. The standard error of (x1̄-x̄0) is based on a combination of the standard errors of the 

individual means:
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This is estimated using the sample standard deviations s1 and s0. 

USING THE NORMAL DISTRIBUTION (LARGE SAMPLES OR KNOWN STANDARD 
DEVIATIONS)
Confidence Interval
If both groups are large (>30) or if the population standard deviation is known (unlikely), 
then we can use the normal distribution to compare the means. We can calculate the 95% 
confidence intervals for the difference in the population as follows

CI = (x̄1 - x̄0) - ( z′(s.e)) to  (x̄1 - x̄0) + ( z′(s.e))
Where s.e. Is calculated as above

Here, z′ is the appropriate percentage point of the normal distribution. Eg when calculating 
95% confidence intervals we use the z′ value of 1.96 (refer to session 5)

At this point it is probably a good idea to look at an example…..
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To investigate whether exposure to paint fumes at a motor plant reduces FVC, 
200men were sampled. Of these, 67 worked in the paint shop and the rest did not. 
The mean FVC in paint shop workers was 4.2 litres compared to 5.3 litres in the 
non paint shop exposed individuals. The rest of the results are tabulated below

Group Number Mean 
FVC

S S.e of mean FVC

Group 1 
(exposed)

67 4.2 0.5 S.e1 = 0.5/√67 = 0.061

Group 0
(unexposed)

133 5.3 0.5 S.e0 = 0.5/√133 = 
0.043

The difference in mean (x1̄ - x̄0)  is 5.3-4.2 i.e -0.5 (note the negative -  this denotes 
that there is a DECREASE in FVC. The s.d in both groups was 0.5. This the 
standard error of the difference in mean FVC is calculated from the individual 
standard errors as follows:

S.e = √[(0.061)2 + (0.043)2] = 0.07litres

The 95% confidence interval for the population difference in mean FVC is therefore 
calculated as follows

95%CI = -0.5-(1.96x0.07) to -0.5+(1.96x0.07)
Therefore -0.63litres to -0.36litres are the 95% confidence interval. 

Note that both are negative and both correspond to a decrease in FVC in the 
exposed group.  Thus we can say with 95% confidence that there is a reduction in 
mean FVC in the exposed group of between -0.36 and -0.63 litres in their FVC.

Z - test
The confidence interval will give us a range where the mean outcome difference is likely to 
lie. Now we need to decide whether or not the exposure to (in our example) the paint shop  
actually leads to a difference in mean FVC values. Could the actual difference be zero (i.e 
no difference), in other words, what are the chances that by some kind of fluke we have 
selected a group which shows a difference when, in fact, there is none?

To confirm our suspicions, we need to carry out a hypothesis (significance) test. (AKA Hunt 
the p-value)

To start with, we assume that, in fact, there is no difference. This is the null hypothesis. If 
the null hypothesis is true, then any observed difference is entirely due to sampling 
variation. 

Then we need to calculate the probability, if the null hypothesis was true, of getting a 
difference between the two group means as large, or larger than the difference than that 
was actually observed. This is the mythical p-value. The SMALLER the p-value, the more 
likely the null hypothesis is NOT true.

We use the knowledge that the sampling distribution of (x1̄ - x̄0) is normal to derive a p-
value. If the null hypothesis is true, then the mean of the sample distribution is zero. We 
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are going to look at the Z-score or (Standard normal deviate) corresponding to the 
observed difference between the means. 

Z = diff in means/standard error of diff in means = (x1̄-x̄0)/s.e

This measures by how many standard errors the mean difference differs from the null 
value of zero.
In our previous example, the z score can be calculated as -0.5/0.07 = -7.14

The difference between the means is thus 7.14 standard errors below 0. This can be read 
from our tables to give a probability. This is a huge difference (due to my poor random 
selection of data)

Assuming another data set with a more realistic data set…. :)
If our z value worked out to -2.4 we can say that the difference between the means is 2.4 
standard errors below zero. Using our tables we can read off the probability of getting a 
difference of -2.4 standard errors and it is 0.0082. This is a one sided p-value. Typically 
we’d like a two sided p-value to exclude the probability that the result of our study is (by 
chance) in the opposite direction.

Because our normal distribution is symmetrical, this probability is also 0.082. Thus the two 
sided p-value is the sum of these two probabilities - i.e 0.0164 or 1.64%

This means that if the null hypothesis was true, then sampling variation alone would yield 
this difference only in 16 out of 1000 similar sized studies. Such a p-value provides 
evidence against the null hypothesis.

By now, this should be about as clear as mud. Try not to get bogged down in the details. 
Coming up will be some more application based stuff as we try to put this all together.
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