
MEANS, STANDARD DEVIATIONS AND 
STANDARD ERRORS

Two measurements, average and spread can be very useful to characterise a data set.

MEAN, MEDIAN and MODE
The average value is the arithmetic mean. The sum of the values divided by the number of 
values present.

! = !Σ!! !

Where x is the value of the variable, ∑ means “the sum of” and n is the number of 
observations. Other measures of the average value are the median and the mode. 
Remember how we defined the median in the last set of notes?

The mode is the value that occurs most often. For analysis the mean is generally the 
most useful value as it takes into account all the observations. The median is more useful 
if there are one or two very high or very low values which could adversely affect the mean. 
The mode is more useful when larger data sets are evaluated and is of little use in small 
data sets.

In large samples where the distribution is symmetrical and unimodal then, on average the 
mean, median and mode all approximate each other.

MEASURES OF VARIATION
Range and Interquartile Range
We discussed range last time. It is the simplest value to determine, but it has obvious 
disadvantages.

a. It only looks at the highest and lowest observations - i.e. only 2 observations
b. It gives no information about the observations between these and their distribution
c. It tends to be larger as the sample size gets larger.

The interquartile range, also discussed last time gives an idea about spread of the middle 
50% of the dataset. It, used together with the median gives a useful adjunct to the range. 
It is less affected by sample size and tends to be more stable than the range which looks 
at the extremes.

Range = highest - lowest value
Interquartile range = upper quartile - lower quartile
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Variance
The preferred measure of variation in the dataset is the variance or the standard deviation 
(which is derived from the variance)
This uses all the observations, and looks at the deviations ( ! − !! ) of each observation 
from the mean.

If the observations are bunched closely around the mean, then the variance is small. If 
they are widely distributed then the variance will be large.  It would seem that it would be 
useful to average the deviations but then the end result would always be zero (think about 
it, the positive value will always cancel the negative value out).

In order to avoid this problem, we average the squares of the deviations - the reason we 
use the square is that the square of any number whatever its sign is a positive number.

Thus the variance (s2 ) is calculated as below

!! = !Σ(! − !!)
!

! − 1 !

Degrees of Freedom
Note how we divide the sum of the squared deviations by (n-1) rather than n.
Why do we do this?

Apparently it can be proved mathematically (mathemagically?) that this gives us a better 
estimate of the variance. The number (n-1) is called the number of degrees of freedom 
of the variance. The number is (n-1) and not n because only (n-1) of the deviations 
( ! − !! ) are independent from each other. The last deviation can always be calculated 
from the others because they all together will sum to zero.
(Please let me know if you need help understanding this - it only crystallised for me right 
now.)

Standard Deviation
The variance, as we have seen, is measured in the square of the units used for the 
observations. For example if we are measuring height, the variance is measured in m2. It 
is more convenient to deal with these numbers in their non-squared form, so we take the 
square root of the variance to be the standard deviation. As shown below..

!! = !Σ(! − !!)
!

! − 1 !

!
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How do we interpret the standard deviation? In a normally distributed variable, 
approximately 70% of the observations lie within 1 standard deviation of the mean, and 
around 95% within 2 standard deviations. These may be used to derive reference ranges 
for the population as a whole.
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Coefficient of Variation
The coefficient of variation expresses the standard deviation as a percentage of the 
sample mean. It is independent of the units of the observation. The coefficient of variation  
is useful when there is interest in the size of the variation relative to the size of the 
observation.

!! = !Σ(! − !!)
!

! − 1 !
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!" = !! !! !Χ!100%!

SAMPLING VARIATION AND STANDARD ERROR
Remember that we take a sample of a population to avoid having to sample the entire 
population. The sample mean and standard deviation are used to estimate the mean and 
standard deviation of the population denoted by the symbols μ and σ respectively.

We would be very fortunate if the sample mean exactly equaled the population mean. A 
different sample could well have a different mean even although it was taken from the 
same population. This is sampling variation.

If we had the time, we could collect a number of different independent samples of the 
same size from a population. If we calculated the means for each of the samples, we 
could create a frequency distribution of these means, called a sampling distribution.

It can be shown that
a. The mean of this new frequency distribution would be the population mean, and
b. The standard deviation of the distribution would be equal to σ / √n and it is called 

the standard error of the sample mean. It measures how precisely the population 
mean is estimated by the sample mean. The size of the standard error depends on 
the size of the sample and how much variation there is in the population. It is 
unlikely that we would know the standard deviation for the population (σ) so when 
we calculate the standard error we use the sample standard deviation (s) in it’s 
place.

The process usually works as follows.
We have a single sample.
We draw the frequency distribution of the values in our sample and provided our sample 
size is not too small, the frequency distribution constructed will be similar in appearance 
to the frequency distribution for the population, with a similar spread of values.
The sample standard deviation will be a fairly accurate estimate of the population 
standard deviation.
Approximately 95% of the sample values will lie between two standard deviations of the 
sample mean.

Similarly, approximately 95% of all the values in the population will lie within 2 standard 
deviations of the population mean.
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The sample mean will not be exactly equal to the population mean. The theoretical 
distribution called the sampling distribution gives us the spread of values we would get 
if we took a large number of additional samples. The spread depends on the amount of 
variation in the underlying population and the sample size.

The standard deviation of the sampling distribution is called the standard error and equals 
the standard deviation of the population divided by the square root of n. This means that 
95% of the values of the sampling distribution of sample means lie within 2 standard 
errors of the population mean.

This information can be used to construct a range of likely values for the unknown 
population mean and its standard error. This range is called a confidence interval.

Please do not confuse the Standard deviation and the Standard Error of the means. The 
standard deviation is a description of the data. The standard error of the mean is used to 
compute the certainty of the mean of the data.

More to come….
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